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Abstract—Lossy compression, widely used by scientists to
reduce data from simulations, experiments, and observations,
can distort features of interest even under bounded error.
Such distortions may compromise downstream analyses and
lead to incorrect scientific conclusions in applications such as
combustion and cosmology. This paper presents a distributed and
parallel algorithm for correcting topological features, specifically,
piecewise linear Morse–Smale segmentations (PLMSS), which
decompose the domain into monotone regions labeled by their
corresponding local minima and maxima. While a single-GPU
algorithm (MSz) exists for PLMSS correction after compression,
no methodology has been developed that scales beyond a single
GPU for extreme-scale data. We identify the key bottleneck
in scaling PLMSS correction as the parallel computation of
integral paths, a communication-intensive computation that is
notoriously difficult to scale. Instead of explicitly computing
and correcting integral paths, our algorithm simplifies MSz by
preserving steepest ascending and descending directions across all
locations, thereby minimizing interprocess communication while
introducing negligible additional storage overhead. With this
simplified algorithm and relaxed synchronization, our method
achieves over 90% parallel efficiency on 128 GPUs on the
Perlmutter supercomputer for real-world datasets.

Index Terms—high-performance computing, lossy compression

I. INTRODUCTION

The rapid advancement of high-performance computing
(HPC) and scientific instruments has led to explosive growth
in scientific data volumes across domains such as cosmology,
combustion, and climate modeling, posing significant chal-
lenges for storage, I/O, and analysis pipelines [1]. For exam-
ple, a trillion-particle cosmology simulation using the HACC
framework can generate over 20 PB of raw data in a single

run [2]. To this end, compression techniques, especially lossy
compression that significantly reduces the size of scientific
data, have been widely used in scientific domains such as
climate modeling and cosmology simulations [3], as well as in
other data-intensive systems [4], [5], where large-scale datasets
are generated routinely and require efficient storage and
transfer. In contrast to general-purpose compression, scientific
applications often require preserving data fidelity within strict
error bounds to ensure the validity of downstream analyses, for
which error-bounded lossy compression techniques have been
widely adopted to achieve high compression ratios with strictly
controlled errors in the decompressed data [3], [6]–[11]. To
meet the growing data demands of large-scale simulations,
many of these compressors have been further extended with
parallel implementations to efficiently handle ever-increasing
data scales [7], [10], [12], [13].

While many error-bounded lossy compressors have been
extended with parallel implementations to efficiently handle
ever-growing data scales [7], [10], [12], [13], there is a lack
of distributed-parallel algorithms to preserve scientific features
or topological structures, which are often essential for ensuring
the correctness of downstream analyses. In applications such
as chemistry [14], [15], cosmology [16], and combustion [17],
[18], the correctness of analysis depends not only on numerical
accuracy but also on topological features (e.g., extrema and
Morse–Smale segmentations [19]) that offer abstraction and
insights into the complex structures of data. Inconsistencies
in topological features (as shown in Figure 1) between the
original and decompressed data may influence downstream
analyses and lead to erroneous scientific results. For example,
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Fig. 1: Impacts of lossy compression (SZ3) on topological
features. (a) and (b): Positions of local maxima in the orig-
inal and decompressed High-Energy Diffraction Microscopy
(HEDM) datasets (SZ3, relative error bound 10�4). Noticeable
distortion of maxima can be observed in the decompressed
data, which may lead to inaccuracies in subsequent peak
analysis. (c) and (d): Piecewise linear Morse–Smale segmenta-
tions (PLMSS) of the original and decompressed combustion
datasets. Distorted segmentations (black boxes) may influence
downstream analysis of flow and combustion structures.

in the analysis of high-energy diffraction microscopy (HEDM)
data, distorted peaks, corresponding to grain orientations and
strain states in crystalline materials, may lead to incorrect grain
identification and misinterpretation of internal strain distribu-
tions, as shown in Figure 1 (a) and (b); in combustion analysis,
distorted segmentations may misrepresent flame boundaries
(as shown in Figure 1 (c) and (d)), leading to flawed inter-
pretations of burning zones and inaccurate assessments of the
underlying physical processes [18].

Although several feature-preserving approaches have been
proposed [20]–[25], existing methods provide only limited
scalability due to their reliance on shared-memory parallelism
designs. For example, MSz [20] supports single GPU-based
parallelism for preserving piecewise linear Morse–Smale seg-
mentations (PLMSS), but it fails to scale efficiently on
distributed-memory systems because it relies on integral path
computation, i.e., trajectories obtained by following the steep-
est ascent or descent direction from each data point to its
corresponding local extremum. In our experiment, with a naive
parallelization of MSz over distributed processes, as shown in
Figure 2(a), the parallel efficiency of the naive parallelization
of MSz drops below 20% at 128 GPUs under weak scaling.
The drop in parallel efficiency in MSz is primarily attributed
to parallel integral line computation (the green bar shown
in Figure 2(a)), a notoriously difficult problem to scale ef-
ficiently [19]. Specifically, in each iteration, MSz recomputes
the PLMSS by performing integral path tracing for every
data point, following the gradient direction either ascending
or descending until convergence to a local maximum or
minimum; the integral path computation itself requires fre-
quent communication (the pink bar shown in Figure 2(a)) and
synchronization that are difficult to parallelize efficiently [19]
and accounts for up to 60% of the total computation time (the

(a) Naive parallelization of MSz
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Fig. 2: Comparison of parallel efficiency between the direct
distributed parallelization of MSz and our proposed method
under weak scaling on the Perlin noise dataset (each GPU
processes a fixed 5123 problem size). (a) Direct paralleliza-
tion of MSz suffers from poor scalability due to the global
dependencies introduced by integral path computation (green
bar in (a)) in each iteration, resulting in less than 20%
efficiency at 128 GPUs. (b) Our method eliminates global
integral path tracing through a relaxed sufficient condition and
local operations, achieving over 90% parallel efficiency at 128
GPUs.

green bar shown in Figure 2(a)). The computation of integral
paths in each iteration also causes the paths that traverse
across block boundaries to require boundary data exchanges
between neighboring processes to ensure correctness, leading
to substantial communication overhead, as reflected by the
increasing communication time in Figure 2(a).

In this paper, we significantly improve the parallel execu-
tion performance and scalability of MSz, especially in the
distributed memory environment. To address the scalability
bottlenecks in the integral path tracing, we relax the require-
ments for PLMSS preservation to avoid global integral line
tracing and reduce data communication frequency. Specifi-
cally, the dataset is partitioned into blocks and processed in a
distributed-memory environment, with each processor respon-
sible for its assigned block. In each iteration, the algorithm
detects and corrects distortions in extrema while enforcing that
every data point maintains a consistent steepest ascending or
descending direction, referred to as local ordering, which in-
volves only each data point and its directly adjacent neighbors
without introducing global data dependencies, allowing effi-
cient parallel execution, as shown in Figure 2(b). The relaxed
requirements for PLMSS preservation also allow each block
to perform corrections independently until local convergence.
In summary, this paper makes the following contributions:


