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ABSTRACT 

Acceleration structures are used in ray tracing to sharply reduce number 

of ray-triangle intersection tests at the expense of traversing such 

structures. Bigger structures eliminate more tests, but their traversal 

becomes less efficient, especially for ray packets, for which number of 

inactive rays increases at the lower levels of the acceleration structures. 

For dynamic scenes, building or updating acceleration structures is one 

of the major performance impediments.  

We propose a new way to reduce the total number of tests by creating a 

special transient frustum every time a leaf is traversed by a packet of rays. 

This frustum contains intersections of active rays with a leaf node and 

eliminates over  90% of all potential tests. It allows a tenfold reduction in 

size of acceleration structure whilst still achieving a better performance.  

Keywords: computational  complexity, ray  tracing, ray - triangle  intersection 

1 INTRODUCTION 

Finding the intersection of a ray and a triangle is equivalent to solving 

the linear system of three equations 

o + t d = p0 + u (p1 Ĭ p0) + v (p2 Ĭ p0) (1) 

with five additional requirements 

0  Ò  t  Ò  t old 

0  Ò  u,   0  Ò  v,   u+v  Ò  1 

(2) 

(3) 

The left part of the system (1) defines a ray with the origin o and the 

direction d; the right part ï a point inside the triangle with vertices p0, p1, 

and p2. The unknown variables are: t ï distance to the intersection point 

from the rayôs origin, and u, v ï Barycentric coordinates of the point 

inside the triangle. It is required that the found intersection point be 

closer to the rayôs origin than the previously found one (2) and within 

the triangleôs boundaries (3). 

One way to solve the system (1) is to use Cramerôs rule, which allows 

finding numerical values directly for all three variables. This will result 

in the implementations similar to Möller-Trumbore [13]. On the other 

hand, the system (1) also could be solved using Gaussian elimination. It 
is computationally efficient only if the distance t is calculated first 

(which, of course, could also be computed directly by using the well-

known expression for the distance to a plane along a ray). By 
substituting the found value of t in any two of the remaining equations, 

u and v variables could be found. This substitution geometrically 

corresponds to projecting the triangle and the intersection point to the 

plane defined by the coordinates of the two chosen equations and leads 

to algorithms comparable with one given by Badouel [1]. The S.S.E. 

implementation for groups of four rays, proposed by Wald [21], is based 

on the equivalent 2D projection. Example of the S.S.E. based 3D 

approach (formulated in terms of Plücker coordinates) could be found in 

Benthinôs Ph.D. [2]. For vector implementations, conditions (2-3) are 
usually converted to masks used to selectively update the t, u, and v 

values. It makes sense to use packets bigger than the intrinsic SIMD 

width of the targeted architecture as it amortizes per-triangle 

computations and saves bandwidth. It also allows to make decisions 

summarily for the whole packet without processing individual rays, for 

example using frustum or interval arithmetic ([5], [7], [11], [22], [23]). 

There is no one universal way of solving the system (1) which will be 

suitable for all situations and architectures. In particular, CPU 

implementations could use conditions (2-3) for exiting from the test 
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early if either one of the five conditions is false. For implementations on 

GPU [14] or Cell [3], branchless algorithms are more efficient. 

For most scenes, the great majority of ray - triangle intersection tests can be 

eliminated by creating special acceleration structures such as kd-trees, 

grids, Bounding Volume Hierarchies (BVH), which exploit spatial 

coherency of a scene ([2], [7], [22], [23]). During rendering, the 

acceleration structure is traversed and all triangles in visited leaf nodes are 

tested for intersections. For structures which utilize spatial subdivision 

(kd-trees, grids), it is possible to create an instance of this type for which 

total number of tests will be just slightly more than the number of ray-

segments (one test per ray), but this may not result in the best 

performance.  The optimal size of the acceleration structure is dependent 

on how fast it could be traversed compared with the average speed of the 

used ray-triangle intersection test. For hierarchical acceleration structures, 

the higher levels of the hierarchy are usually the most effective in reducing 

the number of potential tests. Going down in the spatial hierarchy, nodes 

are becoming smaller and smaller and some of the rays in the packet may 

miss them. This negatively affects the utilization of SIMD units [15]. 

In recent years, focus of ray tracing research has shifted to dynamic 

scenes ([8], [12], [17], [19], [22], [23]), for which it is necessary to 

optimize for the total execution time (build/update time plus rendering 

time). Frequently, to improve the build time, only axis-aligned bounding 

boxes (AABB) of triangles are used even for kd-trees ([8], [17]). For 

this reason, it is important to analyze performance or ray-triangle 

intersection tests in the situation when intersection could not be 

eliminated by testing a ray against the AABB of a triangle. This 

approach was chosen by Kensler and Shirley [10], in which different 3D 

versions of intersection algorithms were analyzed and the best one was 

found via genetic optimization of the fitness function. 

Even when a ray does intersect the AABB, the probability of it 

intersecting the triangle is only about 20%. It is important to swiftly 

reject the remaining 80%. Amongst the approaches analyzed in the 

literature [4] are: use of interval arithmetic; testing the intersection of a 

frustum containing rays (typically represented as 4 corner rays) with a 

triangle [5]; and culling of the AABB of the individual triangle against 

the frustum. In these approaches per-packet data structures are computed 

before the traversal and then used to eliminate unnecessary tests. The 

culling techniques could also be used for the individual rays as well, as 

first proposed by Snyder and Barr in 1987 paper [18], in which a ray was 

first tested against the box formed by the intersection of the objectôs 

bounding box and a visited cell.  

Few years ago, ray-tracing researchers were mostly interested in 

rendering static scenes for which persistent data structures were created, 

optimized for all possible camera positions. Eventually, focus was shifted 

to dynamic scenes, for which data structures are created (or updated) 

every frame. There are also initial studies in how to create kd-trees lazily, 

deeply subdividing only those areas of space that are visited during 

rendering of a particular frame [9].  In a sense, we pursue this trend to the 

extreme, when transient data structures are created for every packet and 

every visited leaf node. This allows very tight structures, optimized for a 

given packet and a cell. Surprisingly, these fleeting structures could be 

created and handled very efficiently, building on top of the clipping 

algorithms, characteristic for the modern packet traversal techniques. 

 
Figure 1. The transient frustum is created every time a ray packet visits a 
leaf node (solid/dashed lines correspond to active/inactive rays). Only 
active rays are used to compute the frustum. Left: general rays. Right: 
primary rays (common origin). 

http://genealogy.math.ndsu.nodak.edu/html/id.phtml?id=7402
http://www.uni-ulm.de/rt07/RT07.html


We will show that our new approach improves the performance of the 

best currently known algorithm [10] by a factor of two using exactly the 

same (artificially created) data sets. We will then provide measurements 

for the real scenes and demonstrate that the new algorithm behaves 

exceptionally well for small acceleration structures with leaves 

comprising hundreds of triangles. We expect that it will translate into 

significant performance improvements for dynamic scenes. 

2 VERTEX CULLING 

Every time a packet of rays visits a leaf node, we create a special 

transient frustum (Figure 1). We then use planes of this frustum to 

exclude from further processing triangles, which are completely outside 

at least one of the six planes. This is described by the following 4-stage 

algorithm (complete implementation is provided in Appendix A): 

1. Choose a prevalent direction of rays in a packet (one for which 

the absolute components of direction are bigger). Suppose that 
it is the direction x. Then we find the intersections of rays with 

the x = x00 and x = x10 planes of the leaf node and compute axis-

aligned rectangles containing these intersections for each 

plane. These rectangles form a frustum containing the 

intersections of the rays with the leaf's AABB. 

2. For a given triangle, we check whether all three triangle 

vertices are separated from the frustum by any one of the four 

left, right, top, and bottom frustum planes (see algorithm (5)). 

3. If the separation is not found, we look for the intersection of 

the four corner rays, which define the frustum, with the 

triangle. Using the Barycentric coordinates of intersection 

points, we can identify the situations where the frustum is 

separated from the triangle by any one of the triangle edges. 

Optionally, two additional frustum planes (near and far) could 

be inspected at this stage to eliminate triangles which are 

either behind all origins (near plane) or further away than the 

previously found occluder (far plane). 

4. All ray packet - triangle pairs, which were not excluded at the 

previous stages, are tested using a standard ray-triangle 

intersection test (any one that is good for a particular situation). 

(4) 

This covers all possible separation cases of two convex objects and 

allows for a tight frustum, which is different for each leaf (rays could 

intersect the frustum outside the current leafôs AABB). 

The algorithm relies on an existence of at least one coordinate for which 

all directions of rays in a packet have the same sign (and chooses one 

with the biggest absolute value). This is significantly weaker requirement 

than the one usually used for kd-tree traversal (that all directions for each 

coordinate have the same sign). It is similar to the approach used for grid 

traversal [23] and should work for BVH as well. If there is no prevalent 

direction for the packet, usual splitting techniques apply, though such 

pathological packets occur very infrequently (and never for primary 

rays). Possible implementation for finding the prevalent direction (and 

checking the packet for consistency) is given in Appendix A in main() 

function. Choosing the biggest prevalent axis does not affect the accuracy 

of computations, but results in better performance by about 30% 

compared with the approach when the first suitable axis is used.  

 
           (a) frustum parameters       (b) intersections with the triangle plane 
 

Figure 2. Culling triangle vertices v0, v1, and v2 against frustum containing 
ƛƴǘŜǊǎŜŎǘƛƻƴǎ ƻŦ Ǌŀȅǎ ǿƛǘƘ ŀ ƭŜŀŦΩǎ !!..Φ 

The second step of the algorithm is remarkable in its simplicity and 

requires only one S.S.E. multiplication and two additions per vertex. 

This is possible because we use frustum defined by the two axis-aligned 

rectangles. Indeed, the bottom frustum plane on Figure 2a goes through 
the three points [x00, y00, z00], [x00, y01, z00], and [x10, y10, z10]. Its normal is 

given by the following cross product 

nb = ([x10, y10, z10] ð [x00,y00,z00]) × ([x00,y01,z00] ð [x00,y00,z00]) 

which is simplified to 

nb = [(y01-y00) (z00-z10), 0, (x00-x10) (y00-y01)] 

Since [x00, y00, z00] lies in this plane, any given vertex v = [vx, vy, vz] will be 

strictly outside this plane (and the frustum) if the dot product 

nb · ([vx, vy, vz] ð [x00, y00, z00]) 

is negative. This is expanded and simplified to 

(y01ðy00) (vz (x10ðx00)+x00 z10ðx10 z00+vx (z00ðz10))  

Because we are not interested in the absolute value of this expression 
(but only its sign), we could drop the first multiplier (y01ðy00) which is 

always positive. We could repeat these calculations for all four frustum 

planes and then represent the found expressions using 4-component 

vectors (to facilitate S.S.E. processing). This will result in the following 

algorithm: 

Implementation of the step 2 of the algorithm (4). 

For each packet, we compute two S.S.E. vectors q0 and q1  every 

time the packet visits a leaf node as 

dx = x10 - x00 

q0 = [x00 z10 - x10 z00,  x10 y01 - x00 y11,  x10 z01 - x00 z11,  x00 y10 - x10 y00] /  dx 

q1 = [z00 - z10,  y11 - y01, z11 - z01,  y00 - y10] /  dx 

Then for each vertex v = [vx, vy, vz], the four components of the S.S.E. 

variable 

d = [vz, -vy, -vz, vy] +  [vx, vx, vx, vx] q1 + q0 

will be proportional to the distances to the four frustum planes. If 

at least one component is negative for all three triangle vertices, 

the triangle is separated from the frustum by the corresponding 
plane. This can be easily verified using three MOVEMSK operations. 

(5) 

We divide q0 and q1  by dx to achieve a better memory layout and run-

time performance (this reduces the number of the stored terms from 
three to two). Value dx is positive for all 3D cells and we expand 2D 

cells to avoid division by zero (see the beginning of the function 

beam_init() in Appendix A). This expansion does not affect 

performance adversely because we still process only triangles in the 

original 2D cell (if a triangle is not intersecting the flat frustum it will 

not intersect the expanded one as well). 

Calculations in the first step of the algorithm (4) can be performed 

concurrently with the packet clipping by the AABB of the visited leaf 

node. For BVH, such AABBs are stored natively in the data layout. If 

kd-trees are used, our algorithm requires storing AABBs of all non-

empty leaf nodes together with other leaf data (another option is to 

compute AABBs on the fly). We have found that this does not affect the 

performance and increase kd-tree size by only few percents. Reason is 

that all splits into empty and non-empty cells immediately before the 

leaf node could be folded into the AABB of the leaf. 

Finally, if everything else fails, we still could exclude triangles 

separated from the beam by triangle edges. This is the step 3 of the 

algorithm (4) and it is fairly straightforward. While frustum is computed 

(see beam_init()), we also create a packet of 4 rays corresponding to the 

frustum corners. If any of the three conditions (3) are false for all four 

rays, then the frustum does not intersect the triangle as evident from 

Figure 2b, which also shows isolines of the Barycentric coordinates. 

This is similar to the shaft culling algorithm suggested by Dmitriev et al 

[5]. We also implemented another idea from this paper. If all corner rays 

do intersect one triangle, then we could drop the aperture checking for 

all rays in this packet. This optimization is effective only if there are big 

triangles in a scene (compared with a packetôs cross-section). 

In addition to four frustum planes, we could further eliminate 

unnecessary tests by considering near and far frustum planes. The near 



plane is always orthogonal to the prevalent axis of the beam. It goes 

through the rayôs origin with the smallest prevalent coordinate value for 

beams with positive direction along the prevalent axis and the largest 

coordinate for negative directions. We compute distances along four 

corner frustum rays to such plane (variable torg0 in Appendix A) and 

use them to purge triangles that are strictly behind the beam. 

Similarly, if all four frustum corner rays intersect one triangle, we could 

use the computed distances to purge all triangles behind this one (see 

statements with the variable tfar ). Effectiveness of the far plane 

clipping depends on the size of triangles in a scene. 

3 RESULTS AND DISCUSSION 

There are two concurring objectives in a ray packet -triangle intersection 

test: quickly exclude non-intersecting cases and find intersection 

parameters otherwise. Accordingly, data sets, which are used for testing, 

should balance these two objectives in a realistic way. There are two 

possible approaches here: first is to use real scenes and second is to 

create artificial data sets mimicking the behavior of the broad range of 

the real scenes. In [10], the second approach was used, aiming at 25% 

probability of intersection for any given triangle. We use the same setup 

in our experiments, which allows simulation of different situations by 

varying an average triangle size and a packet cross-section (section 3.1). 

At the same time, it seems that [10] setup overestimates the importance 

of the distance check (2) compared with the aperture check (3). For the 

real scenes, triangles are most likely be culled because the beam does 

not intersect the internals of the triangle rather than it was occluded by 

another triangle (obviously, there could be exceptions to this 

observation, most notably architectural models). This explains why it is 

more costly to compute intersections with smaller triangles for the 

Kensler and Shirley method (the upper curve on Figure 3).  
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Figure 3. Rayςtriangle intersection time in CPU cycles (measured on a 
Core 2 Duo 2.4 GHz CPU) as a function of a ratio of lengths of an average 
ƭŜŀŦΩǎ !!.. ǎƛŘŜ ǘƻ an average triangle edge for different culling 
strategies. Packets of 64 rays were used in these tests. Measurements are 
given per one ray-triangle test: total execution time (in cycles) is divided 
by  packet size × number of packets × number of triangles. 

Accordingly, we also made measurements for the real scenes, which 

allowed us to get a better understanding of the impact of the ray-triangle 

intersection performance on the overall system performance (section 3.2). 

All tests were done on a Core 2 Duo 2.4 GHz CPU (using single 

thread). All time measurements are reported in CPU cycles (obtained 
with RDTSC instruction). One cycle at 2.4 GHz takes about 0.4167 

nanoseconds. 

3.1 SYNTHETIC DATA 

Using exactly the same settings as in Kensler and Shirley [10], we 

improve the performance of the ray-triangle intersection test from 8 

CPU cycles per test to under 3 cycles for 8×8 ray packets (including all 

extra costs required to compute the frustum).  

Chart on Figure 3 illustrates the different culling strategies that are based 

on the algorithms discussed in the previous section. We could use either 

4-plane frustum, 6-plane frustum, or the aperture check defined by the 

inequalities (3). These strategies could also be combined together. It 

makes sense to always perform the aperture check if the 6-plane frustum 

is used, because it requires computation of the Barycentric coordinates 

anyway. 
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(b)  performance = f(packet size); cell/triangle length ratio = 4

Kensler  and  Shirley

6-plane frustum + aperture  

 
 

Figure 4. Performance measurements for different packet sizes for big 
triangles (top) and small triangles (bottom). Data on Figure 3 corresponds 
to the abscissa value of 64. 
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Figure 5. Abscissa: a Ǌŀǘƛƻ ƻŦ ǇŀŎƪŜǘΩǎ ŎǊƻǎǎ-section to the cellΩǎ edge 
length (for packets of 64 rays). Ordinate: the test performance in CPU 
cycles. Data on Figure 3 corresponds to the abscissa value of 4. 

The baseline implementation directly follows the Kensler and Shirley 

algorithm [10], which considers only ray packet - triangle tests without 

any additional culling. 

The leftmost entries in the chart (with an abscissa value equal to 1) 

correspond to the [10] setup. Additional measurements were obtained 

by varying the average triangle size relative to the cell size. Specifically, 

entries for the ratio = 3 correspond to the setup with triangles, which 

edges are 1/3 of cellôs edge and so on. The abscissa values roughly 

correspond to the square root of the total number of triangles in leaves 

of real scenes (though it is not true for the used synthetic data).  

Per frustum computations are amortized among all rays in a packet. 

Consequently, for smaller packets, advantages of the vertex culling may 

not be so pronounced. This is illustrated on Figure 4, which shows 

performance as a function of packetôs size. Even though for packets of 

four rays the aperture culling does not make any sense, we did not 

adjust our implementation (Appendix A) to avoid it. Consequently, for 

smaller packets and big triangles the traditional algorithm is faster 

(Figure 4a). For smaller triangles though (Figure 4b), the frustum 

culling is still very effective, in part because the algorithm (5) is faster 

than the stand-alone ray-triangle intersection test. 

Another important characteristic, which affects the performance, is how 

ñbigò the packet cross-section compared with the cell size. The synthetic 

data format allows us to easily simulate it by varying the ray_jitter  

parameter. Chart on Figure 3 was obtained for this parameter equal to 

4%, which corresponds to the leaf nodes that are 25×  ñwiderò than the 

packet. Figure 5 shows what would happen with the performance for 

smaller or bigger packets. When packet size becomes commeasurable 

http://en.wiktionary.org/wiki/abscissa
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with the cell size (the ratio exceeds 30%), the vertex culling does not 

improve the performance. This should not be very surprising, as in this 

case most triangles in the cell intersect with the frustum. It is obvious 

that for the real models with millions of triangles this may well be a 

common case, especially for secondary rays. Fortunately, there is a 

modification of the proposed algorithm which allows it to be effective 

even for very big models. Instead of using all rays in the packet at the 

step 1 of the algorithm (4), we could use only active rays (those that 

intersect the cell's AABB). It is more than likely that for a very small 

cell only few rays will be still active in the packet. Accordingly, these 

active rays will form a frustum which is significantly smaller than the 

one created for all rays (see Figure 1). The synthetic data setup does not 

allow us to test this version of the algorithm, because it automatically 

creates only active rays. We will defer detailed discussion of these issues 

until the next section, but will mention here that the masked version of 

the vertex culling algorithm allows us to eliminate more tests for the 

bigger models than for the smaller ones (see Figure 7 ī Figure 9). 

3.2 REAL DATA 

Even though the synthetic data setup allows studying various 

characteristics of ray-triangle intersection algorithms, only experiments 

with real scenes answer questions about usefulness of the proposed 

approach. 

 
 

Figure 6. Models used for the measurements: Bunny (68K triangles) and 
Thai Statuette (10M triangles) from the Stanford 3D Scanning Repository 
and Fairy Forest (170K triangles) from the Utah 3D Animation Repository. 
9ŀŎƘ ǘǊƛŀƴƎƭŜ ƛǎ ǎƘŀŘŜŘ ƛƴ ŘƛŦŦŜǊŜƴǘ ŎƻƭƻǊ ǘƻ ǎƘƻǿ ƳƻŘŜƭΩǎ ŎƻƳǇƭŜȄƛǘȅΦ 

For these experiments we used essentially the same routines (see 

Appendix A) as for the synthetic data with one slight modification. For 

the used synthetic models, more tests could be aborted early by 

checking the distance to the triangleôs plane than by verifying that the 

intersection point is inside the triangle (see Figure 2b). For most real 

models though, the situation is reversed, so it makes sense to check the 

aperture before the distance to the plane. 

In this section we will provide results for the three different models 

shown on Figure 6. We used a Core 2 Duo 2.4 GHz CPU with 4GB 

RAM. All models were tested under 32-bit Windows XP, except for the 

Thai Statuette. For this model, we run tests on 64-bit Windows XP, 

because bigger kd-trees did not fit into virtual address space of 32-bit 

OS. In all tests, 1024×1024 image resolution was used. 

We decided to use kd-tree acceleration structures even though the 

proposed algorithm is better suited for other structures (BVH, grids). 

For BVH, axis-aligned bounded boxes of leaves are stored natively in 

the structure, while for kd-trees we had to modify a leaf format to 

include the leafôs AABB. Reason is that a kd-tree size is controlled by 

just one parameter ï the expected ratio of the intersection time to node 

traversal time for a single ray. This ratio controls kd-tree creation 

according to the Surface Area Heuristic (SAH) [6]. There are SAH-

based BVH creation algorithms as well [22], but they are less explored.  
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Figure 7. Results for the Bunny model (68K triangles) for kd-trees of 
different size. Horizontal axis: a given ratio of intersection/traversal time 
(SAH parameter); (a) ς framerate on a Core 2 Duo 2.4 GHz CPU for 
1024×1024 resolution; (b) ς percentage of the excluded ray-triangle 
intersection tests; (c) ς average non-empty leaf size (lleefftt  aaxxiiss)  and kd-tree 
size as a ratio of number of tree nodes to number of triangles (rriigghhtt  aaxxiiss). 

Results for these three models are  given on Figure 7 ī Figure 9 using 

the ratio of intersection to traversal time as a logarithmic horizontal axis 

for all charts. Different values of this ratio result in different kd-trees; all 

right sub-charts (c) show size of the resulting kd-tree as a ratio of total 

number of nodes in the tree to the number of triangles in the model. Left 

sub-charts (c) show average number of triangles in leaves; this number 

varies from roughly 1000 to a few triangles for the bigger trees. 

We tested three different ray-triangle intersection algorithms: 

- base: Kensler and Shirley algorithm [10] 

- maskless: the direct implementation of the algorithm (4) 

- masked:  the algorithm (4) with only active rays used for the 

frustum computation 

In our implementation, we use packets of 4×4 rays and the average kd-

tree node traversal time is 5 CPU cycles per ray (80 cycles for the whole 

packet). The base intersector takes about 10 cycles per ray; this 

corresponds to the abscissa value of 2. All three (a) charts confirm that 

this ratio yields close to optimal performance for the base intersector. 

Resulting kd-trees have roughly 4×  more nodes than triangles (right 

sub-chart (c)) and about 3 triangles per non-empty leaf node (left sub-

chart (c)). 

For both vertex occlusion methods though, the optimum performance is 

achieved for much smaller kd-trees with roughly a half as many nodes 

as triangles. In absolute terms, the maximum framerate is about 10% 

higher than the one for the base implementation. What is even more 

important is that the performance drops rather insignificantly for much 

smaller trees (which have significantly bigger leaf nodes). For the Thai 

Statuette model, the kd-tree, which is 20×  smaller than the optimal one 

for the base intersector, still achieves a better performance. For the kd-

tree, which is 60×  smaller, performance drops by just 30% (compared 

with 75% for the base version). This is attained by eliminating over 92% 

of all intersection tests. 

Comparing maskless and masked versions of the proposed algorithm, 

maskless version is slightly better for the smaller models (Bunny and 

Fairy). However, for the Thai Statuette, the masked version is better. 

Reason is that for this model number of active rays in packets reaching 

leaf nodes is rather low. In this case, it would make sense to consider 

only active rays while computing the frustum. For some packets, only 

one ray will still be active at the bottom of the kd-tree. In fact, for the 

Thai Statuette model and kd-tree built with the intersection/traversal 

time ratio equal to 1.0, 45% of all packets will have only one active ray. 

If this ratio goes down to 0.1, percentage of packets with only one active 

ray drops to 13%. In our implementation, we process only active rows 


